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We develop a physical cellular automaton, built upon previous work, and show that the attachment probability
for molecules colliding with a flat surface has the greatest effect on the shape of a snowflake. A random element
is then introduced into this attachment probability and the model is found, within reasonable limits, to be resilient
to this disorder. This supports the prevailing view that the overall symmetry of a snowflake is due to each
of the legs experiencing identical growth conditions as there appears to be no additional symmetry enforcing
mechanism. However, there are several other avenues of research - varying the way disorder is introduced into
the attachment kinetics and introducing disorder elsewhere - that need to be investigated to fully confirm this.

INTRODUCTION

Throughout history the symmetry of snowflakes has fasci-
nated man. There are records dating back as far as 1555 (in
the woodcuts of Olaus Magnus, Archbishop of Uppsala [1])
which detail their symmetric form, but it is likely that our
awareness long preceded this.

In the several hundred years since Magnus, many scientists
have attempted to study the subject. Detailed drawings and
descriptions were produced by such famous figures as Hooke
[2], Descartes [3] and Kepler [4]. Beyond observation, how-
ever, little was done to investigate the forms seen. Kepler’s
account is an exception here, relating the sixfold symmetry to
the hexagonal close packing of spheres. We now know this to
be untrue, but the idea is prophetic in its relation of the micro-
scopic structure to the macroscopic form.

The lack of scientific study, prior to the twentieth century,
was in part due to ephemeral nature of snowfall and the lack of
technological ability to produce snow in the lab. This changed
in the 1930s when Ukichiro Nakaya moved to Hokkaido Uni-
versity to research particle physics. Here, due to a lack of
equipment and funds for his original research, he turned to
the study of snowflakes [5].

Through a combination of studies of natural snowflakes
and the production of the first artificial snowflakes, Nakaya
mapped the relationship between snowflake form and growth
conditions, producing the eponymous Nakaya Diagram [6].
This diagram, which can be seen in Fig.1, has several curi-
ous features (for example, the oscillation between plates and
columns with temperature), none of which Nakaya could ex-
plain.

From the work of Nakaya, and more recent work in the
field [8], we now have a standard model for the formation
of snowflakes. Snowflakes nucleate around a small particle
of dust or ice [9], and then grow from the gas phase. There
are then two major driving forces governing the snowflake’s
subsequent shape - diffusion limited growth and faceting [8].

Diffusion limited growth is the process whereby dendrites
are formed. This is due to protrusions on a crystal being ex-
tended away from the bulk crystal surface into areas of higher
humidity. As the humidity is higher in these areas they will
grow faster than the rest of the crystal, thus causing branches

FIG. 1: The ‘Nakaya diagram’, an empirically deduced
diagram detailing the different snowflake forms and the

conditions they form under. Although produced over sixty
years ago, it still contains several mysteries. Picture from

snowcrystals.com [7].

and side branches to form.
Faceting is the process that, as Kepler predicted, translates

the microscopic structure of ice to the macroscopic symme-
tries of a snowflake. When a molecule collides with a crystal
the likelihood of it attaching is dependent on the geometry of
the area it collides with. For example, if it collides with a flat
surface it may only have a couple of molecules to bond with.
However, at a defect, or step between layers of atoms, it will
have several molecules to bond to and thus a higher probabil-
ity of attachment. Faceting thus causes snowflake growth to
be strongly anisotropic, translating the microscopic structure
to the macroscopic symmetry by favouring particular direc-
tions of growth.

These two processes compete - faceting trying to force the
crystal into a hexagonal shape and diffusion limited growth
encouraging the formation of dendrites. Changes in temper-
ature and supersaturation cause one to be favoured over the
other, and so facets form under some conditions and branches
under others. It is the interplay between these two forces that
creates the variety in snowflake growth that can be seen in
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FIG. 2: The possible snowflake forms, as dictated by the
Nakaya diagram, are; (a) a solid prism, (b) a solid plate, (c) a

hollow column, (d) a dendrite, (e) needles, (f) a sectored
plate. The plate like formations show a surprising level of

symmetry. All pictures from snowcrystals.com [7].

Fig.2.
This is not the whole picture, however, as there are still

many unanswered questions. From a practical perspective
there are issues with modelling snowflakes. In the past suc-
cess has been had using diffusion equation solvers which pro-
vide an accurate model for diffusion limited growth [10] [11].
However, for reasons unknown, the anisotropy inherent in
faceting prevents them from being used to model snowflake
growth [12]. Fortunately there is an alternative in the form of
cellular automata, which bypasses this problem.

More fundamentally there is physics beyond the standard
model that we do not understand. For example, simple mod-
els of these mechanisms still fail to explain the oscillation
between plates and columns with growth temperature; the
Nakaya diagram (Fig.1) is still a mystery.

Additionally the overall symmetry of a snowflake - the high
degree to which the different legs, in Figs.2(d) for example,
are coordinated - has baffled many scientists. It has been hy-
pothesised that this too is beyond the standard model, with
the symmetry of the crystal granting it stability to vibrational
modes. Although these high frequencies could not be acoustic
in origin, they could be due to Brownian motion [13].

However, the general consensus is that faceting and diffu-
sion limited growth are sufficient to explain the observed sym-
metry of snowflakes. The prevailing view is that the overall
sixfold symmetry of a snowflake is due to faceting, and the
variety of forms observed is due to changes in temperature
and supersaturation as the snowflake falls. The identical na-
ture of each leg is then attributed to the idea that the changes in
conditions are uniform across the crystal (at least to the degree
that they do not affect the growth visibly).

There is also an additional selection effect. The pictures of
snowflakes that we see represent a fraction of what falls from

the sky, as only the most symmetric, aesthetically pleasing
crystals are photographed.

There has been no direct measurement of what propor-
tion of falling snowflakes are symmetrical partly as this de-
pends on how you classify symmetric; it is highly unlikely
any snowflake is symmetrical on the atomic level. Indirect
studies, however, suggest this number is between one in a hun-
dred [14] and one in a thousand [15]. Regardless of the actual
number there is agreement that the majority of snowflakes are
irregular.

However, although the majority of snowflakes appear
asymmetric, those irregular crystals that reach us are often
either graupel (when droplets of ice freeze onto a possibly
more symmetric snowflake) or formed from the union of more
symmetric snowflakes [15]. Therefore, although most of the
snowflakes that reach us are irregular, a far higher number
may have been highly symmetric initially.

In spite of this, the presence of even a small number of
strikingly symmetric snowflakes is still surprising. With all
the possible symmetry breaking factors (gradients in temper-
ature, humidity, impurities etc.) it’s hard to believe that any
symmetric snowflakes could reach us without some additional
element enforcing symmetry. Our aim is to investigate this
idea and provide evidence as to whether there is some mecha-
nism at play.

To do this we will develop a model for snowflake growth.
As mentioned, cellular automata are a good choice for mod-
elling facetting and thus crystal growth. We will therefore
first introduce some simple cellular automata to illuminate
their basic principles and the features that make them suitable
for modelling crystal formation, before developing a physical
model.

Cellular automata that are capable of imitating realistic
snowflake growth are a recent development, and there is little
previous material to work from. Additionally, most of these
models are really mathematical curiosities [16] [17], as their
rules have little basis in reality [12]. An exception to this is
the recent model developed by Kenneth Libbrecht [18]. This
rebuilt the previous, more abstract work so that the rules were
physical in origin. This is the model we will further develop
here.

This model is built upon basic assumptions about faceting
and diffusion limited growth, and so is representative of the
standard model. If this model is then unstable to any reason-
able symmetry breaking factors it would be indicative of new
physics. We will therefore finally introduce disorder into key
growth parameters and see how the model reacts, to ascer-
tain whether there is an underlying cause to the symmetry of
snowflakes.
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SIMPLE CELLULAR AUTOMATA

Elementary Cellular Automata

Cellular automata (CA) are mathematical models. They
consist of a lattice where each cell has a number of values
associated with it. A set of rules can then act on these cells
at discrete time steps. For each cell these rules determine the
cell’s values at the next time step, depending on the values of
a group of nearby pixels (the cell’s neighbourhood).

The simplest CA are the elementary cellular automata
(ECA) developed by Stephen Wolfram [19]. These work on a
one dimensional lattice where each cell can either be “alive”
(taking a value of 1) or “dead” (with a value of 0). The neigh-
bourhood consists of the cell itself and its two adjacent neigh-
bours.

As each neighbourhood consists of three cells, each of
which can either be “alive” or “dead”, there are 8 different
combinations of cells that a neighbourhood can consist of.
These can can be seen in the top line of Table I. For ECA a
rule is a list of outputs for each possible neighbourhood. The
possible outputs for a neighbourhood are “alive” or “dead”
and so, as each possible neighbourhood has two possible out-
comes, there are 28 = 256 possible ECA rules. For example,
Table I shows one possible rule.

TABLE I: An ECA update rule. For example, this rule would
change the central 1 in a sequence of cells 111 to a 0. This

particular rule is “Rule 30”.

Neighbourhood 111 110 101 100 011 010 001 000
New value for centre cell 0 0 0 1 1 1 1 0

As the simplest example of a simple model, ECA might be
expected to produce nothing other than simple outputs. How-
ever they in fact display incredibly complex, counterintuitive
behaviour.

In Fig.3 fifty generations of applying the rule in Table I to
an initial state consisting of a single live cell can be seen. Al-
though Fig.3 exhibits simple repetitive behaviour in places,
particularly along the right hand side, much of the figure ap-
pears to be random. Indeed the central column of 0s and 1s
has been shown to pass various randomness tests, and is used
as one of Mathematica’s pseudo random number generators
[20].

Herein lies the power of CA. They are simple mathematical
models, and thus easy to code and efficient to run, that are
capable of producing incredibly complex behaviour.

The molecular dynamics, which govern the processes of
faceting and diffusion limited growth, work on time scales of
roughly one picosecond, whereas crystal growth works on the
much longer time scale of about a second [12]. This huge
range in time scales makes crystal growth difficult to model,
and it is the ability of CA to model complex systems that
makes them particularly applicable here.

FIG. 3: Here we see the result of ‘Rule 30’, the rule in Table
I. The initial state consists of a single live cell (the top row),

with each successive row representing a new generation.
Although a simple rule, much of the figure appears to be
random, and the central column of 0s and 1s has passed

various tests of randomness [20].

A Simple Snowflake Model

CA are built on a lattice, giving them clearly preferred di-
rections of growth. It is for this reason that cellular automata
are excellent at dealing with faceting, as the anisotropy, which
diffusion equation solvers struggle with, is built into the
model.

Computer languages in general have an in built data type
called an array. These describe a collection of elements with
each identified by unique indices (effectively a matrix). They
therefore naturally describe a square lattice, making them an
easy tool to program ECA and CA with square symmetry.

However, to model snow crystal growth, we now need a
hexagonal lattice to represent the microscopic structure of ice.
This can still be represented on an array, but we must be in-
telligent with how we define our neighbourhood by using a
system such as that in Fig.4.

Defining the neighbourhood as such we can then produce
hexagonally symmetric CA. However, simply printing the co-
ordinates of cell locations in this set up will produce skewed
forms, hiding the overall symmetry. We can rectify this
through the simple transformation:(

x′

y′

)
=
x

2

(
1√
3

)
+
y

2

(
1
−
√

3

)
(1)

where (x, y) are the cell’s original coordinates.
Using this hexagonal lattice we can now run a simple CA

to model snowflakes, which was found in Wolfram’s ‘A New
Kind of Science’ [19]. Here, like in the ECA, each cell can
either take a value of 0 or 1. We label this value “iciness”,
where 0 corresponds to an air pixel and 1 to an ice pixel. The
neighbourhood is now defined as the six adjacent cells.
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FIG. 4: When programming it is natural to work on a square
lattice. This can be used to represent a hexagonal lattice,
however, by defining a cell’s neighbourhood as above.

With the lattice and neighbourhood defined as such, the
rules for this CA then are:

• If an empty cell has exactly one neighbour, it becomes
ice.

• If a cell is ice it will stay ice on the next step.

The result of thirteen steps of this CA, acting on a single
start seed, can be seen in Fig.5. As this shows, this CA is
capable of producing forms (i.e. branching dendrites) that are
recognisable as snowflakes.

The physical reasoning behind this rule is that, when a
molecule attaches to the snow crystal, latent heat of solidi-
fication is released. This additional heat causes the adjacent
molecules to move faster, preventing additional ice attaching
nearby.

Although the role of latent heat in snowflake formation is
now generally considered as negligible, its effect is similar
to a decrease in supersaturation (an important effect) [8]. This
explains why this CA is able to produce believable snowflakes
and it will transpire that this CA is a special case of the model
we will end up using.

Unfortunately the snowflakes produced by this model
contain voids which are not present in naturally occurring
snowflakes. Additionally, every 2n steps the snowflake re-
turns to a a simple hexagon - the outer layer of cells fills in
[21]. From diffusion limited growth we would not expect this
to happen without changes in conditions. There are also no
variable parameters to allow us to investigate different condi-
tions. Therefore this model is too simplistic to gain any real
insight.

A REALISTIC SNOWFLAKE MODEL

Basic Principles

To build a more realistic model we must start from a more
physical basis by modelling the two major driving princi-

FIG. 5: The result of thirteen steps of Wolfram’s snowflake
CA, acting on a single start seed.

ples behind snowflake growth - faceting and diffusion lim-
ited growth. To model diffusion limited growth we expect any
model to have some kind of humidity field that evolves ac-
cording to the diffusion equation:

∂σ

∂t
= D∇2σ (2)

where D is the diffusion coefficient and σ is the supersatura-
tion. Diffusion limited growth then naturally follows from the
shape of the crystal we grow in this field.

Here we have used supersaturation as the parameter repre-
senting humidity, which is defined as:

σ =
n− neq
neq

(3)

where n is the local number density of water molecules and
neq is the equilibrium number density of water molecules
above a flat surface. At equilibrium the number of molecules
desorbing is equal to the number adsorbing, and so we know
that a crystal will only grow for n > neq . Therefore, in this
problem, supersaturation is a natural choice to represent hu-
midity, as a crystal will only grow for σ > 0.

To model faceting we must be able to model the growth
of a crystal surface. For this we will use the Hertz-Knudsen
formula (derived separately by Hertz in 1882 [22] and Martin
Knudsen [23] in 1915), a derivation of which can be seen in
Appendix A. This gives us the normal velocity of a growing
crystal surface as:

v = α
neq
nsolid

√
β

2πm
σ (4)

where nsolid is the water number density of ice, m is the mass
of a single water molecule and β is the Boltzmann factor.
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The term α is a factor into which we have absorbed all in-
formation about how likely a molecule is to attach to a surface.
It depends on temperature and supersaturation and so to model
different growth conditions we must use different values of α.
It will also depend on the local geometry of the crystal. This
dependence on geometry allows us to model faceting, by giv-
ing α a lower value for a flatter surface.

The Rules

Using these two equations (Eqns.2 and 4) we can derive the
CA that we will use. We will use the same hexagonal lattice as
in Wolfram’s model (with the same neighbourhood), but now
each cell has several values: “iciness” (as before, indicating
whether a cell is air or ice), supersaturation σ and a mass pa-
rameter λ (the proportion of ice in a cell).

The supersaturation is a continuous parameter that can vary
between 0 and some initial high σ∞ (the supersaturation far
from the crystal). The first rule we need dictates how the su-
persaturation evolves in the absence of a crystal. Using the
discrete form of the diffusion equation we get the update rule
as (see Appendix B):

σ0(τ + ∆τ) =
2

3
∆τ

6∑
i=1

σi(τ) + (1− 4∆τ)σ0(τ) (5)

where σ0 is the supersaturation of the cell in question, the sum
is over the neighbouring cells (σi refers to the supersaturation
of a neighbouring cell) and ∆τ is a dimensionless time step
parameter.

The supersaturation will vary in time, but should always
be between 0 and σ∞. This provides a limit on the range of
values ∆τ can take, implying it must be in the range 0 <
∆τ ≤ 1

4 . For simplicity ∆τ is taken as 1
4 , as this produces

believable results [18] and speeds up the code (as the 1−4∆τ
is always zero and thus does not need to be calculated).

Adjacent to the crystal the supersaturation update rule will
have an additional term, due to the crystal growing and drain-
ing the supersaturation. For a boundary pixel the update rule
will therefore be (see Appendix B, with ∆τ = 1

4 ):

σ0(τ + ∆τ) =
1

6

a∑
i=1

σi(τ) +

1

6

l∑
m=1

σm(τ)(1−A(l)∆ξ)

(6)

where the sums are over a (the adjacent air pixels) and l (the
adjacent ice pixels). ∆ξ is the dimensionless pixel size of the
problem and A(l) is the effective α(l) used by the program.
A(l) is related to α(l) by a geometrical constant in the code,
and a derivation of these constants can be found in Appendix
D.

In a similar manner to ∆τ , ∆ξ must be in the range
∆ξ < 1

A(l) to prevent the supersaturation from taking a nega-

tive value. The highest value A(l) will end up taking is 2
√

3,

and so we take ∆ξ as 0.1. Additionally, varying ∆ξ for sev-
eral runs of this model show it to have little effect on growth
within this limit.

The continuous variable λ represents the proportion of ice
in a cell. Air cells away from the crystal will therefore have
a λ of value 0, ice cells a λ of 1 and boundary cells will have
a value somewhere in between. The update rule for λ will
thus dictate when a cell becomes ice - when the “iciness” will
switch from air to ice.

We can obtain the update rule for λ in a similar way to the
draining term in the boundary supersaturation, (a derivation
can be seen in Appendix C). The update rule is thus:

λ(τ + ∆τ) = λ(τ) + σ0(τ)A(l)∆λ (7)

where we define ∆λ = nsat
nsolid

∆τ∆ξ.
All of the constants in ∆λ are less than one, with the ratio

nsat
nsolid

≈ 10−6 for water [18]. As a results it will take ap-
proximately a million time steps to convert a cell from air to
ice.

To produce snowflakes of a reasonable size we need the
code to run much faster than this, and so will instead use a
higher value for ∆λ. Provided growth is still slow with re-
spect to the speed at which diffusion adjusts supersaturation,
we expect this to not affect growth appreciably. Running the
code for various of ∆λ show that we can increase its value up
to 0.1 without visibly affecting growth and so this is the value
we will take.

Of the variables in this code ∆τ , ∆ξ andA(l) are all depen-
dent on temperature. In ∆τ this enters through the weak tem-
perature dependence of the diffusion constant, and so can be
ignored. Additionally, ∆ξ always appears in conjunction with
A(l), and so its temperature dependence can be absorbed into
this constant. As A(l) is also dependent supersaturation, we
may therefore mimic changes in conditions by varying these
effective attachment coefficients.

With the rules defined we can now see the relation to the
simple snowflake model of Wolfram. In the special case:

A(l) = { 1 if l=1
0 otherwise

(8)

the mass parameter will only increase for cells with one ice
neighbour. In this situation the model effectively reduces to
Wolfram’s model, but with the additional process of diffusion
limited growth modelled.

Boundary Conditions

To model snowflake growth we must also decide on both the
initial conditions and a method by which to stop the program.
Our initial conditions consist of a central ice pixel, with all
other cells air.

In nature the supersaturation far from this nucleation site
will be at σ∞. The nucleation of the crystal will deplete the
surrounding supersaturation. We would therefore expect the
initial value of the supersaturation at the surface to be less
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than σ∞. However, the supersaturation field should adjust fast
enough, and the size of the crystals we will study should be
large enough, that this effect should be negligible. Thus all air
cells are given the same initial supersaturation of σ∞.

We also need a cut off method to determine when the pro-
gram will stop running. As the crystal grows it will deplete the
supersaturation in a surrounding area. Far away from the crys-
tal the supersaturation will still be at σ∞. There will therefore
be a boundary in the supersaturation, between air cells with
supersaturation σ∞ and cells with supersaturation less than
this. At some point this boundary will reach the edge of the
lattice. This is a natural point at which to cut off the program,
so as to avoid a snowflake’s growth being effected by the edge.
We can then adjust the final size of a crystal by varying the size
of the lattice.

In his original model Libbrecht treats σ∞ as an input vari-
able. This is understandable as the Nakaya Diagram Fig.1
teaches us that supersaturation is an important factor in the
forms produced. However, we have absorbed most of the de-
pendance on supersaturation into A. To some extent the dif-
fusion limited growth is still dependant on this variable, but
several sample runs suggest that we will not be precluding
any interesting physics by taking σ∞ as a constant.

In the average cloud the supersaturation is typically below
0.5 [25]. We will therefore use a value of σ∞ = 0.4, towards
the top of this range, to speed up the code.

Alpha

The model we have defined relies on many input parame-
ters. However, except for A(l), these are either bounded due
to numerical stability considerations, or have little effect on
growth.

As mentioned A(l) is the effective α(l) used by the pro-
gram. As noted by Libbrecht [18] these are related by a ge-
ometrical constant. Derivations for these constants can be
found in Appendix D, which leaves us with the following re-
lations:

A(0) = 0 (9)
A(1) = εα(1) (10)

A(2) =
√

3α(2) (11)

A(3) = 2
√

3α(3) (12)
A(4, 5, 6) = α(4, 5, 6) (13)

where ε is a very small number.
From faceting we know that α(1) is small (as it refers to an

area with negative curvature). As a result A(1) is very small,
but non zero (to allow the initial seed to grow). Producing
snowflakes over a range of values for A(1), shows it to have
little effect on form for A(1) < 0.05. In all subsequent runs
we will therefore take A(1) = 0.02, and expect it to not have
any effect on the physics.

Faceting also leads us to expect α(4, 5, 6) to be close to one
(as it refers to an area with high curvature). These situations

also occur rarely, and so we will take A(4, 5, 6) = 1. Varying
A(4, 5, 6) shows that it has no observable effect until dropped
below 0.8, justifying this choice.

Additionally, from various empirical studies [24] we know
that α(2) has the form:

A(2) =
√

3Be−
C
σ (14)

where B and C are measurable quantities dependent on tem-
perature (but will be taken as constants in our code), where B
is in the range 0 ≤ B ≤ 1 and C is greater than 0. In his
model Libbrecht uses this form, leaving B and C as variable
input constants.

However, in this project we are interested in the symmetry
of plate like crystals. There are two regions of temperature
where plate like growth occurs (between 0 and −3◦C and be-
tween −10 and −22◦C) as can be seen in Fig.1. As the quan-
tities B and C have been measured between 2 and 40◦C [24],
we can simplify our model by only using values of B and C
appropriate for plate like growth.

For simplicity we choose the temperature range 2 to 5◦C,
as in this range C is below 0.05. This gives us that A(2) ≈ B
for all but very small σ. Several test runs confirm this to occur
infrequently, and so we are justified in taking C = 0.

The measured values for B also show it to be small in this
range (below 0.2). This will be relevant later, but for now
we will allow it to range between 0 and 1, giving A(2) as a
variable we can vary in the range 0 ≤ A(2) ≤

√
3.

Phase Diagram

We are therefore left with two As that we can vary: A(2)
(which is in the range 0 ≤ A(2) ≤

√
3) and A(3) (which is in

the range 0 ≤ A(3) ≤ 2
√

3). To investigate the effect of these
on snowflake form we can produce a “phase” diagram, with
some measure of how dendritic a snowflake is as a function of
A(2) and A(3).

We define our measure of how dendritic a crystal is, “Den-
dricity”, as:

Dendricity =
number of boundary cells

number of ice cells
. (15)

which will be higher for more dendritic snowflakes. The phase
diagram in Fig.6 was produced using this measure by gener-
ating many snowflakes (in this case 20,000) for a range of val-
ues of A(2) and A(3). For each snowflake the dendricity was
calculated and then plotted as a function of A(2) and A(3).

Using this phase diagram we can impose new restrictions
on this model. The simplest is due to α increasing with cur-
vature, implying that we should take α(2) < α(3). Tak-
ing the geometrical factors into account this gives us that
A(2) < 1

2A(3). This bound can be seen in Fig.6, with the
complying values below the diagonal green line.

We can constrain this area further by noting the different
directions of the dendrites in the sample snowflakes in Fig.6;
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FIG. 6: Phase diagram showing how the dendricity of our model snowflakes depends on A(2) and A(3). A higher value for the
dendricity corresponds to a more dendritic snowflake. A representative sample of snowflakes can be seen along the top of the

diagram, with their locations marked on the graph. The straight, green line corresponds to the constraint that α(2) < α(3). The
curved, red line corresponds to the constraint that all dendrites should form from the tips of the original hexagon. This gives the

physical region as everything below these two lines.

the vertices of snowflakes C and D point directly upwards,
while A and B are rotated 30◦ from this.

This difference is due to some snowflakes producing den-
drites from the tips of the original hexagonal start seed, and
some producing dendrites from the faces of the original start
seed. In the case of dendrites growing from the faces the value
of A(2) is unphysically large, overpowering the initial diffu-
sion limited growth. Diffusion limited growth teaches us that
the dendrites should always grow from the vertices, and so we
must reject combinations of A(2) and A(3) producing face
dendrites.

In the phase diagram, Fig.6, there is a clear line of lower
dendricity. This curve corresponds to a transition between tip
and face dendrites, with face dendrites above and tip dendrites
below. The lower dendricity is due to the two types of growth
balancing, causing circular crystals.

Physical growth is therefore restricted to the area beneath
this curve. In this region A(3) has little effect on snowflake,
with little change in dendricity across the entirety of its range.
However,A(2) has a strong effect on growth, and this is there-
fore the most important parameter in our model.

Restricting ourselves to this physical region, below the
curved red line in Fig.6, limits us to a surprisingly small num-
ber of possible values.

The justification for this is the mentioned limit on the value
B in Eqn.14. To ignore this equation’s dependance on su-
persaturation we have restricted our attention to the plate like
growth that occurs between 0 ≥ T ≥ −5. The maximum
measured value of B in this temperature range is 0.16. Af-
ter including the geometrical factor, this limits A(2) to being
approximately less than 0.28, supporting our decision to con-
centrate on this small triangular area.
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(a) (b) (c)

(d) (e) (f)

FIG. 7: A range of dendritic and sectored snowflakes produced by varying A(2) (with A(3) = 1.25) according to
A(2) = C cos((7× 10−5)Dt) + E. The factor 7× 10−5 is so that, for D = 1, α(2) returns to its initial value only once, at the

end of the run. For the above snowflakes the values for these constants were: (a)C = 0.05, D = 3, E = 0.2, (b)C = 0.2,
D = 3, E = 0.04, (c)C = 0.1, D = 3, E = 0.12, (d)C = 0.24, D = 2, E = 0.04, (e)C = 0.32, D = 3, E = 0.04,

(f)C = 0.30, D = 3, E = 0.1.

Realistic Snowflakes

Although we now have a model that produces snowflakes
based on realistic assumptions, we are currently limited to ei-
ther flower shaped snowflakes (sample snowflake C in Fig.6)
or simple hexagons (sample snowflake D in Fig.6). Both of
these occur in nature (although flower shaped crystals are rare)
[26], but we are so far unable to produce the sectored plates
and branched dendrites (see Fig.2) that display the most in-
triguing symmetry.

One possible cause for this are the constant values we have
given to A(l). In nature a snowflake falling from a cloud
will experience various different supersaturations and temper-
atures, which in our model would be represented by A vary-
ing in time. A snowflake might begin forming in an area with
a high value of A(2), creating a flower shaped crystal with
rounded tips. It may then move to an area with a lower value
ofA(2), causing each dendrite’s tip to change from rounded to
hexagonal. Then, on reversion to a higher value for A(2), the
three vertices of this new hexagonal tip would be expected to
form branches, creating the branched dendrites that we would
like to observe.

A simple approach to simulate these changing conditions
it to vary A(2) sinusoidally, which can be seen in Fig.7. The
actual forms of the sinusoidal functions used can be seen in the
caption, and show that all plate like growth can be produced
using the model we have defined.

It also shows that the necessary oscillations in A(2) for
branched snowflakes are comparatively small. Although the
exact relationship between A(2), supersaturation and temper-
ature is not known, it seems logical to assume a small change
in A(2) corresponds to small changes in supersaturation and
temperature. This explains why flower shaped snow crys-
tals are rare in nature as even small perturbations produce
branched snowflakes.

DISORDER

A Measure of Disorder

With our model now constrained to realistic forms, we can
introduce disorder to investigate the origin of symmetry in
snowflakes. However, to obtain meaningful results we need
a method of quantifying how symmetrical a snowflake is.

An obvious way to do this would be to run the code twice,
once with disorder and once without, but otherwise under
the same conditions. Due to the symmetry of the code, the
run without disorder will automatically produce a symmetric
snowflake. We can then compare the two, for example by
looking at the number of ice cells in different locations, to
produce our measure of disorder.

Although this measure is reasonably successful, there are
issues with it. For example, a snowflake with disorder intro-
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FIG. 8: Graph of disorder against standard deviation. The fitted line has a gradient of 0.03. At no point does the disorder
exceed 0.011, much less than the maximum possible value of 0.28. To illustrate that even at this “high” the snowflakes are

ordered a sample snowflake is provided whose location on the graph is at A.

duced may be very different to an ordered snowflake produced
under identical conditions, but also completely symmetrical.
This would produce a high value for this measure of disorder,
even though the crystal would not be.

A more intelligent measure of disorder would be to instead
compare the disordered crystal to itself by creating a symmet-
ric “average” crystal. To create this average snowflake the
disordered snowflake can be rotated six times, and the iciness
for all six rotations added together at each lattice site. This
summed iciness can then be divided by 6 to produce an aver-
age snowflake. We then define the disorder, D as:

D =

∑
i,j |Snowaverage(i, j)− Snow(i, j)|

Total number of ice cells
(16)

where the sum is over the entire lattice and Snowaverage(i, j)
and Snow(i, j) refer to the iciness of the average snowflake
and the iciness of the snowflake at lattice site (i, j), respec-
tively. We divide by the total number of ice cells so that the
value does not trivially depend on the size of the snowflake.

It can be seen that for a completely symmetric snowflake
Snowaverage(i, j) = Snow(i, j) and so D = 0. For a com-
pletely disordered snowflake where each leg is completely dif-
ferent we have that |Snowaverage(i, j)−Snow(i, j)| = 1

6 for
5
6 of the total number of ice cells, and |Snowaverage(i, j) −
Snow(i, j)| = 5

6 for the rest of the ice cells. Therefore we get
a maximum value for the disorder of 5

18 ≈ 0.28.

Introducing Disorder

To create disordered snowflakes we will introduce disorder
into A(2). Although there are other ways of introducing dis-
order, the strong effect of A(2) on snowflake form suggests
that most fluctuations in temperature in supersaturation can
be modelled in this way.

We therefore give A(2) an average value, that remains con-
stant for the entire run, and add a small random offset at ev-
ery time step. Therefore Arandom(2) = A(2) + ε where
Arandom(2) is now the value we use in place of A(2) and
ε is a random number. We give ε a Gaussian distribution, as
this seems the obvious choice (although subsequent runs have
shown the choice of distribution to be unimportant), with stan-
dard deviation s.

With this Gaussian distribution there is a chance that, for
any choice of s, ε may take the value of Arandom(2) outside
of the allowed range 0 < Arandom(2) <

√
3. This will not

cause the code to break down, but it is an unphysical situation
we would like to avoid. Fortunately, for small s this should
happen infrequently enough to have no effect. For snowflakes
in the physical region of Fig.6, we have that A(2) is always
closer to 0 than 1, and so to keep s small we restrict it to the
range |s| < A(2).

Picking a reasonable value for A(2) and A(3) we can then
plot disorder as a function of the standard deviation. This
is shown in Fig.8 for snowflakes grown at A(2) = 0.3 and
A(3) = 1.25, along with a sample snowflake. The choice of
values for A(l) is such that a wide range of values of s can be
utilised.

The linear fit to this curve has a gradient of 0.03, meaning
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that the disorder increases little over the allowed range of stan-
dard deviations. At the highest standard deviations available
the disorder fails to exceed 0.011 and, as the sample snowflake
in Fig.8 shows, even at this “high” the snowflakes produced
appear highly symmetric.

These results change negligibly for different distributions
given to ε and for snowflakes produced at different values of
A(2) and A(3). It thus appears that the model is incredibly
resilient to disorder, providing evidence that there is no sym-
metry enforcing mechanism outside of the standard model.

One explanations is that Arandom is fluctuating too rapidly.
The random offset is calculated at every time step and so, over
the course of a boundary cell converting from air to ice (which
takes on average 1000 time steps), Arandom will average out
to A(2). Future work should therefore introduce a “lag” (up-
dating A(2) less frequently) to investigate whether our model
breaks down under reasonable timescales.

Although introducing disorder into A(2) covers random
fluctuations in supersaturation and temperature there are other
symmetry breaking factors that have not been investigated
here. For example, we have not attempted to model gradi-
ents in A(2) across the crystal or disorder in the initial seed.
It should also be tested to see whether Arandom(2) affects the
growth when the mean is allowed to vary with time, as this
relates to the case where branching dendrites are formed.

However, these are minor avenues for future research, and
the work here provides weight to the prevailing view that the
identical nature of a snowflake’s legs is due to the changes
in temperature and supersaturation being uniform across the
crystal, at least to the degree that they do not affect the growth
visibly.

CONCLUSIONS

Of the many possible methods of simulating crystal growth,
we chose to develop a cellular automata. This was due in part
to their ability to simply model complex systems. Addition-
ally, due to their underlying lattice they have strong directions
of growth, and so are excellent at modelling faceting (a pro-
cess other models struggle with).

By building upon the basic principles of Libbrecht’s cellu-
lar automaton we have developed a CA that successfully re-
produces plate like snowflake growth. This has been achieved
by imposing new restrictions on the variables; by confining
ourselves to the region of plate like growth, we have been able
to neglect parameters previously thought important . In this
region we have shown that by far the most important variable
in determining the form of the plates produced is the attach-
ment probability for a molecule colliding with a flat surface,
A(2).

In its simplest form A(2) is a constant, corresponding to a
constant temperature and supersaturation. In this regime sim-
ple prisms and flower shaped forms are produced, but many of
the more interesting shapes, for example sectored plates and
dendrites, are not possible.

To solve this problem A(2) was allowed to vary in time -
representing the varyings conditions a snowflake would expe-
rience as it falls from the sky. At high A(2) the snowflake
forms rounded tips. Then when A(2) drops faceting tries to
force the crystal into a hexagonal shape, causing the tips to
become hexagonal. When A(2) then reverts to a higher value
diffusion limited growth takes over and the new vertices pro-
duce branches. By repeatedly oscillating A(2) we were there-
fore able to produce dendrites and sectored plates.

The amplitude of the sinusoid necessary to produce this
branched growth was comparatively small, suggesting that
small variations in temperature and supersaturation are all
that’s necessary to produce branched growth in nature. This
appears to be the first explanation for the rarity of flower
shaped forms in nature, as the temperature and supersatura-
tion are unlikely to ever be uniform enough to allow their for-
mation.

Using this model we could then investigate whether there is
an additional mechanism enforcing symmetry. We did this by
redefining α as Arandom(2) = A(2) + ε where ε is a random
number with a gaussian distribution. As A is effectively a
probability it should be above 0, and so the standard deviation
s was confined to the range |s| < A(2) to ensure this was
usually the case.

Increasing the standard deviation does increase the disor-
der slightly but the effect of this random variable is slight.
Even for the highest standard deviations (and thus disorder)
the snowflakes remained highly symmetric. It thus appears
that the model is incredibly resilient to disorder.

The postulated explanation for this resilience is that, as the
average boundary cell takes at least 1000 steps to convert from
air to ice,Arandom(2) is varying too quickly to have an effect.
A test of this would be to introduce a lag into Arandom(2), so
that it updates less frequently. This has not been implemented,
but is an important avenue for future research.

As our model is built upon basic assumptions about faceting
and diffusion limited growth it is representative of the stan-
dard model. The stability to disorder therefore provides evi-
dence that there is no additional symmetry enforcing mecha-
nism.

However, there are several caveats. Firstly, in nature
Arandom may vary much slower than we have varied it here.
We have no evidence that for slower fluctuations the model
will still be stable, and presumably it will break down at some
point. Additionally, we have only allowed A(2) to fluctuate
and have not investigated overall gradients in this parameter,
which could occur in nature. Finally, disorder introduced in
other ways could also have an effect, through the shape of the
start seed for example.

These are minor diversions, and the work here provides
weight to the prevailing view that the identical nature of a
snowflake’s legs is due to the changes in temperature and su-
persaturation being uniform across the crystal. We have thus
shown that in all probability the current theory is correct.
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APPENDICES

A Derivation of the Hertz-Knudsen Formula

When growing crystals from the gas phase, the gas can be
successfully modelled as an ideal gas, due to its low density.

Therefore, we can model the velocity distribution of the
gas, at temperature T and pressure p using a Maxwell dis-
tribution [27]:

P (v)dv = (
m

2πkB
)

3
2 exp(− mv2

2kBT
)dv (17)

which gives the number of atoms colliding with a crystal sur-
face of unit area, normal to the z axis, in unit time, as:

fcol =

∫ ∞
−∞

, dvx

∫ ∞
−∞

, dvy

∫ ∞
−∞

, dvzn, |vz|P (v)

=
P√

2πmkBT

(18)

where n = P
kBT

is the average number of gas atoms and m is
the mass of a molcule of whatever substance is being consid-
ered.

There will also be some atoms detaching from the surface,
whose flux will be independent of the flux of molecules col-
liding. These two rates, of deposition and desorption, will be
equal at the saturation pressure peq . We can thus write the net
flux as:

fnet = fcol − feq =
p− peq√
2πmkBT

(19)

where we have substituted fcol and feq for p and peq using
Eqn.18.

As we are dealing with an ideal gas we can substitute the
pressure for the number density using the ideal gas law P =
nkBT (where n is the number density). This then gives us
that the net flux equals:

fnet = fcol − feq =

√
β

2πm
(n− neq). (20)

By substituting in the equation for supersaturation (Eqn.3) we
arrive at:

fnet = fcol − feq =

√
β

2πm
neqσ. (21)

If we assume each molecule is cubic, with side length a,
then in an area a2 of the crystal surface each molecule will

increase the surface “height” by a. The growth rate can thus
be written as a3 multiplied by the net flux multiplied by some
sticking probability, α, which is the likelihood of a colliding
molecule attaching to the surface. Therefore, the growth ve-
locity can be written:

v = αa3fnet = αa3

√
β

2πm
neqσ (22)

which, by observing that the the volume a3 can be written as
1

nsolid
gives us the Hertz-Knudsen equation in its final form:

v = αa3fnet = α
neq
nsolid

√
β

2πm
σ. (23)

B Derivation of the Supersaturation Update Rule

The rule for updating supersaturation has two components.
The first is due to the diffusion of supersaturation into or out
of the cell into adjacent cells and is derived from the diffusion
equation:

∂σ

∂t
= D∇2σ (24)

where D is a constant of diffusion. Writing the discrete ver-
sion of this in two dimensions gives us that:

σ(x, y, t+ dt)− σ(x, y, t)

∂t
=

D
σ(x+ dx, y, t)− 2σ(x, y, t) + σ(x− dx, y, t)

(∂t)2
+

D
σ(x, y + dy, t)− 2σ(x, y, t) + σ(x, y − dy, t)

(∂t)2
.

(25)

A natural time scale for this problem would be (∆x)2

D , equal to
the time for diffusion to adjust the supersaturation field over
a distance ∆x. Therefore, defining the quantity ∆τ = D∆t

(∆x)2

and τ =
∑

∆τ as the timescale of the problem, we arrive at
the update rule for the supersaturation away from the crystal,
in cartesian co-ordinates, as:

σ(τ + ∆τ) = ∆τ(σ(x+ dx) + σ(x− dx, y)

+ σ(x, y + dy) + σ(x, y − dy))

+ (1− 4∆τ)σ(x, y).

(26)

However, in our model we are working on a hexagonal lattice,
and so there are 6 adjacent cells instead of 4. This gives the
final update rule away from the crystal as:

σ0(τ + ∆τ) =
2

3
∆τ
∑
i

σi + (1− 4∆τ)σ0 (27)

where the sum over i is the sum over the neighbours and σ0 is
the current supersaturation of the cell in question.
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This formula must be modified next to the crystal, however,
as there is an additional draining term due to the crystal grow-
ing and using up the supersaturation. We can write that the
number density at some time t is related to the number den-
sity at time t+ ∆t via:

n(t+ ∆t) = n(t)− vnsolid
∆t

∆x
(28)

for some unit area of crystal. Subtracting neq , dividing
through by neq and substituting in the equation for σ (Eqn.3)
gives us that:

σ(t+ ∆t) = σ(t)− vnsolid
neq

∆t

∆x
. (29)

Substituting the Hertz Knudsen equation (Eqn.4) into this
gives us that:

σ(t+ ∆t) = σ(t)− α
√
kBT

2πm
σ

∆t

∆x
. (30)

In a similar fashion to ∆τ we can define a dimensionless pixel
size, ∆ξ = ∆x

X0
, with X0 =

neq
nsolid

D
Vkin

= D
√

2πm
kBT

. Substi-
tuting these into Eqn.30 then gives us the update rule for the
draining of the supersaturation as:

σ(τ + ∆τ) = σ(τ)(1−A(l)∆ξ∆τ) (31)

were we have switched the time step to ∆τ as this is the nat-
ural timescale for the problem as previously mentioned (we
are free to do this as the actual size of the time step is not
specified, so we may choose it to be whatever we want) and
have swapped α for A(l) which is the effective α used by the
code. This then gives us the final update rule for the boundary
supersaturation as:

σ0(τ + ∆τ) =
2

3
∆τ

a∑
i

σi + (1− 4∆τ)

+
2

3
∆τ

m∑
i

σ0(1−A(m)∆ξ∆τ)

(32)

where a is the number of air neighbours and m is the number
of ice neighbours.

C DERIVATION OF THE MASS PARAMETER UPDATE
RULE

The mass parameter, λ, represents the proportion of ice in
a cell. It therefore equals:

λ(t) =
Amount of ice in the cell

Max amount of ice a cell can contain
. (33)

At each time step we can see that the amount of ice in a cell
will increase by c∆tnsolid. Similarly, we can see that the
maximum amount of ice in a cell will be given by ∆xnsolid,

where ∆x is the pixel size. Combining these facts we can
obtain that at each time step, λ increases according to:

λ(t+ ∆t) = λ(t) +
v∆t

∆x
. (34)

Substituting the Hertz-Knudsen equation into this gives us
that:

λ(t+ ∆t) = λ(t) + ασ
neq
nsolid

√
β

2πm

∆t

∆x
(35)

and then substituting in the expressions for ∆ξ and ∆τ gives
us:

λ(t+ ∆t) = λ(t) + ασ
neq
nsolid

∆τ∆ξ. (36)

Defining ∆λ as csat
csolid

∆τ∆ξ, and swapping t and α for τ and
A(l) respectively, we arrive at the final update rule for the
mass parameter:

λ(τ + ∆τ) = λ(τ) +A(l)∆λ. (37)

D DERIVATIONS OF THE GEOMETRICAL FACTORS

In the update rules we have derived we have replaced the
α in the Hertz-Knudsen equation (which is a real measurable
quantity) withA(l), which is the effective α the computer will
use.

We have written A(l) as a function of the number of ice
neighbours to coarsely represent the real physical α’s depen-
dence on surface curvature. For example, A(2) corresponds
to the α that would be measured for a flat surface.

FIG. 9: Diagram showing the ice crystal a group of pixels
represents (each pixel face being of unit length), and the

derivation of the various geometric factors.

In reality α is defined for a unit surface area of crystal.
However, in our code, the higher value of l the larger the sur-
face A(l) refers to (a cell containing 3 ice neighbours refers
to a situation with considerably larger surface than for 2 ice
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neighbours). Therefore A(l) is not simply the value α would
take when the curvature is that dictated by l. There will be
an additional multiplicative constant to account for the vary-
ing surface areas, which will depend on how we relate our
program to reality. The practical effect of these constants is
to change the range of the αs, allowing A(l) to have values
greater than 1.

Although, each cell in this model represents a piece of ice
containing thousands of atoms, to relate our program to reality
we consider the limit of one atom per pixel. In this case each
atom would be located at the centre of a cell. This suggests
that, for a group of cells each containing thousands of atoms,
the physical crystal represented would would have its vertices
at the centre of a cell, as can be seen in Fig.9.

Defining our crystal as such we can then derive the geomet-
rical factors for each A(l). Here we will define each face of a
unit hexagon as having unit length and define the geometrical
factors accordingly.

In the situation where a crystal has no ice neighbours the
cell is away from the crystal and the mass parameter must
remain zero. There is no crystal surface and so the geometrical
factor is 0. Therefore we would expect that:

A(0) = 0. (38)

In our model, Fig.9 suggests that the situation for one ice
neighbour (the cell labelled C) corresponds to the tip of an
ice crystal. The surface area of crystal in this tip cell will
be very small, though non zero as the point will be slightly
rounded. Additionally we would like to grow a crystal from
a single start seed (one ice pixel). In this case there will only
be boundary cells with l = 1, and so we must have a non zero
geometrical factor for the crystal to grow. This then gives us
that:

A(1) = εα(l) (39)

where ε is a small number.
We know from Fig.9 that l = 2 (the cell labelled A) corre-

sponds to the flat surface of the crystal. Here the surface area
is longer than the pixel edge by a factor of

√
3, giving us that:

A(2) =
√

3α(2). (40)

The situation where l = 3 (the cell labelled C in 9)refers
to an area of crystal with a curved surface (approximately the
dotted line in Fig.9). To obtain the geometrical factor as in the
l = 2 case, we can crudely model the length of this surface as
twice the length of the surface in the l = 2 case. Therefore we
obtain the geometrical factor as 2

√
3, giving:

A(3) = 2
√

3α(3). (41)

However this is a crude approximation and if the surface is
curved, as we’d actually expect, the geometrical factor should
be smaller than this.

Finally there are the situations where l > 3. These situa-
tions should not occur frequently and the geometrical factors

in all cases will be high. We will therefore take the geometri-
cal factor as 1, giving:

A(4, 5, 6) = α(4, 5, 6). (42)
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